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1. Introduction

Labour supply responses have long been thought of as either unimportant, unreli-
able or hard to interpret (Aaberge et al., 2014). This changed with an increased
interest in tax-benefit reforms and the insight that structural models are the most
useful tool available when it comes to policy analysis. Knowing the size of labour
supply elasticities is essential for the evaluation of many socio-political reforms and
designing policies intended to increase labour market participation (Blundell & Ma-
Curdy, 1999). The latter has been the focus of many labour market reforms in the
past and remains important as the global labour market participation has seen a
steady decrease in recent decades. Even the US has a labour market participation
rate of only 63 percent from 2013 onward, contrasting with the historically low un-
employment rate present before the Covid 19 pandemic hit (Black et al., 2016).
Labour supply models can identify the causes of this "hidden" unemployment and
help to find remedies. Unfortunately, there is no clear consensus in the literature
about the magnitude of these elasticities. This can be seen, for example, in studies
calculating the optimal top marginal tax rate, which differ significantly depending
on the assumed labour supply elasticities. Assuming an elasticity of 0.25, Diamond
& Saez (2011) find a top marginal tax rate of 73 percent for the US. The current
top marginal tax rate of 42.5 percent is only optimal if an extremely high elasticity
of 0.9 is assumed.
Moreover, knowledge about the true size of elasticities is vital for the construction
of general equilibrium models, as they often require the use of "reasonable" values
from the literature for the assumed elasticity measures. Even the success of a policy
such as universal basic income may depend on the response of individuals in the
labour market. The first generation of labour supply models, which emerged in the
1980s, followed a continuous approach and mostly investigated the labour market
behaviour of married women. Because of the low female labour market participation
at the time, they reported relatively high elasticities. However, the labour market
participation of married women has increased significantly in the US, in part due to
several tax-reforms implemented in the 1980s aimed at improving the incentives to
work.
In recent years, discrete choice models have asserted themselves as the dominant
approach to model the labour supply. They are popular for the relative ease of
implementing a variety of different modelling assumptions. An exogenous increase
in the gross hourly wage rates for men and women by 10% can show how elastic
the labour supply is for different types of households. Meanwhile, little is known

1



about the influence of the model specification on the estimated elasticities. Even
after decades of empirical research, there remains considerable variance in the es-
timated labour supply elasticities (Evers et al., 2005). These differences persist even
when country-, time- and data-specific heterogeneity is accounted for (Bargain et
al., 2014). One explanation might be that different model specifications cause this
variation in elasticities.
The objective of this thesis is to isolate the effects of individual modelling decisions.
To this end, we estimate a large number of models with a variety of different spe-
cifications. Econometrically, these are random utility models which are estimated
in STATA using maximum likelihood and simulation methods. We look at three
different types of model assumptions. The first type concerns the specification of
the utility function. There exists a trade-off between using the standard conditional
logit model, which exhibits the undesired Independence from Irrelevant Alternat-
ives (IIA) assumption, and the more flexible mixed logit approach that allows for
unobserved heterogeneity (Train, 2009). Second, there exist multiple possibilities
for how to construct the choice-set concerning the number of available hour altern-
atives (Aaberge et al., 2009). In comparison, the third type concerns the topic of
how to treat individuals without an observed wage rate, in particular, which wage
imputation method to use and whether to impute wages for non-workers only or for
the whole sample.
Empirical applications have long been limited by the high computational burden
associated with the estimation of the more complex models, causing researchers to
make decisions out of convenience and not because of careful theoretical consider-
ations. Improvements in computational power and statistical software have eased
the estimation constraints considerably and allow researchers to construct individu-
alised model specifications, adapted to their specific research question. Therefore,
it is more important than ever to know how the various modelling decisions drive
the results. We do not intend to find the true value for the labour supply elasticity,
nor do we want to give recommendations on which model specification to choose. It
should be stressed that there is not one true value for the labour supply elasticity
since it depends on country-, demographic- and time-specific factors (Bargain et al.,
2014). Therefore, we want to emphasise that these questions need to be answered
on a case-by-case basis and should only be determined after careful theoretical and
empirical considerations. The estimates are based on the IPUMS ASEC dataset for
2006, which is an integrated version of the March-CPS dataset for the United States
constructed by the United States Census Bureau.
The thesis is structured as follows. Chapter 2 briefly reviews the literature on the
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different approaches to labour supply modelling and motivates why our focus lies
on the discrete one. Chapter 3 presents the framework of discrete choice labour
supply models and discusses their flexibility regarding observed and unobserved
heterogeneity. Chapter 4 discusses estimation using maximum likelihood methods
and how the model can be estimated depending on which discrete choice specification
is used. Chapter 5 discusses the various model specifications, while Chapter 6 details
the used dataset and presents results. Chapter 7 goes into detail about possible
model extensions, and Chapter 8 concludes.
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2. Evolution Of Labour Supply Modelling

In the following section, we discuss the most widely used approaches to labour supply
modelling and the associated literature. First, we discuss continuous labour sup-
ply models, then the natural experiments approach and finally, the discrete choice
approach. In recent years, discrete choice models have turned out to be the dom-
inant method. However, discussing the other approaches as well should nonetheless
provide valuable insights into the challenges faced when constructing a labour sup-
ply model and what makes the discrete choice approach so convenient. The section
does not provide a full survey of the literature on labour supply models and is merely
intended to serve as a point of reference by presenting some representative studies.
See Bargain et al. (2014), for a more comprehensive overview of the recent labour
supply literature.

2.1. Continuous Models

Early labour supply models have typically been based on a continuous approach
as can be seen in Blundell & MaCurdy (1999), who provide a detailed overview of
labour supply models at the time. This first generation of labour supply models
originated in the 1980s and followed the so-called Hausman approach (Hausman,
1982). These models rely on cross-sectional regressions of working hours on net
wages and implied income. Households are assumed to maximise their utility over a
continuous set of working hours. Because of a reliance on tangency conditions, the
Hausman model is restricted to providing only a partial representation of the effect
that tax and benefit reforms have on the household budget constraints (Bargain et
al., 2014).
MaCurdy et al. (1990) criticise the restrictive conditions which need to be imposed
on the model to estimate it. Because the presence of a nonlinear tax system requires
specific inequalities to be valid for the maximum likelihood method to be applicable.
Such nonlinearities are present in tax-benefit systems of most modern economies, in-
cluding the US. The restrictions concern important behavioural parameters, and the
maximum likelihood function is only formally defined if the Slutsky condition holds
for all feasible choice points lying on interior kink points of the budget constraints.
If the Slutsky equation does not hold at one of those kink points, the choice prob-
ability becomes negative, which is obviously nonsensical. The more complex and
nonlinear the tax system becomes, the more kink points appear, resulting in more
points where the Slutsky equation must hold. For example, if the tax system con-
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sists solely of a flat-tax, the inequalities disappear entirely. Moreover, the shape of
the tax-benefit function directly affects the results, insofar that if one of the inequal-
ity conditions is binding, the income and substitution elasticities estimated by the
model are practically zero.
MaCurdy et al. (1990) also state that the results obtained by labour supply models
strongly depend on the restrictions imposed on each model and that these restric-
tions can explain much of the heterogeneity found in empirical studies. Furthermore,
these restrictions are not based on any economic rationale and are instead imposed
as a prerequisite for the required statistical procedure, whether they are valid or
not. Another common criticism is that the reported elasticities strongly depend on
the underlying wage measures. Eklöf & Sacklén (2000) state that the large discrep-
ancy between the estimated elasticities obtained from Hausman type models can be
explained to a large extent by the different wage and non-labour income measures
applied. A fact that is especially worrying since at least some kind of measurement
error is almost unavoidable considering the required data. One example is the use
of an average hourly wage rate, which introduces a division bias that can lead to po-
tentially biased estimated parameters. At least the omission of the extensive margin
prevents the additional measurement errors associated with imputing the expected
wages for the unemployed.
However, this omission comes at a cost. By ignoring the participation decision, the
estimated elasticities are close to zero by design. It is regarded as an empirical fact in
the literature that the extensive margin consistently dominates the intensive margin
when it comes to labour supply responses (Blundell & MaCurdy, 1999). Moreover,
the cumbersome construction of convex piece-wise budget constraints in the face
of complicated tax and benefit systems leads to simplified empirical specifications,
which often ignore the tax system altogether. Furthermore, although the estimated
elasticities seem to match those of discrete choice models in many cases, continuous
models relying on convex piece-wise budget constraints perform worse when it comes
to reproducing the observed labour supply distribution. They especially struggle to
reproduce the extent to which male unemployment is present in the data.

2.1.1. Some Empirical Applications

To provide the reader with an intuition about the predicted labour supply responses
obtained from these models, we will briefly discuss some empirical applications.
Table 1 provides an overview of the size of estimated labour supply elasticities for
US households in the literature. Van Soest & Das (2001) estimate a Hausman type
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Table 1: Uncompensated Labour Supply Elasticities
(Continuous Models)

Authors Dataset Female Male

Hausman (1982) PSID 1975 [0.90, 1.00] -
Triest (1990) PSID 1983 [0.3, 0.28] -
MaCurdy et al. (1990) PSID 1975 - [-0.24, 0.03]
Pencavel (1998) CPS 1975-1994 [0.77, 1.80] -
Devereux (2004) PUMS 1980 [0.17, 0.38] [0.00, 0.07]
Blau & Kahn (2007) CPS 1980 [0.77, 0.88] [0.01, 0.07]

CPS 1990 [0.58, 0.64] [0.10, 0.14]
CPS 2000 [0.36, 0.41] [0.04, 0.10]

Notes: All elasticities have been estimated using US data on couple households.

Source: Bargain et al. (2014)

model on data from the Netherlands. They find that although the estimated coef-
ficients are in line with previous research, the model fails to simulate key parts of
the data. For example, the model fails to reproduce labour supply participation for
both men and women. It overpredicts the employment rate for men and consistently
fails to recreate the participation rate for women. Implying that the underlying as-
sumption that individuals are free to supply any amount of labour may not be true
for the data used in this study.
Triest (1990) estimates various Hausman type models using different model specific-
ations. Their focus lies on comparing the effects of preference heterogeneity and
measurement errors on the estimated model parameters and elasticities. Regardless
of the model specification, they find that the labour supply responses of married men
are essentially zero, which is in stark contrast to the results obtained by Hausman
(1982). This is not the case for the labour supply of women, however, where model
specification seems to have a more considerable impact on the estimated elasticities.
For example, a censored estimator reports similar elasticities to Hausman (1982)
but much smaller ones when a truncated estimator is applied.
Meghir & Phillips (2010) provide an overview of the labour supply elasticities of fe-
males estimated using continuous models. They find that the estimated elasticities
strongly depend on whether weekly or yearly hours of work are considered. While
estimated elasticities based on the former vary widely between 0 and 1, elasticities
based on yearly hours are generally larger and tend to cluster around 1. Something
to be expected since individuals are assumed to have more leeway in adjusting their
working hours over a more extended period.
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2.2. Natural Experiments

Another popular approach uses implemented policy reforms to analyse labour sup-
ply responses following exogenous changes in real wages. This approach, based on
natural experiments, has been used in several studies analysing the US tax reforms
of the 1980s. See for example Eissa (1995), Eissa & Liebman (1996) and Eissa
(1996), who use a Differences-In-Differences (DiD) estimator to analyse the labour
supply response following these reforms. We follow the specification of the DiD es-
timator used by Cameron & Trivedi (2005). In a suitable natural experiment, part
of the population is subject to an exogenous change of the treatment variable, while
the other part is unaffected by the change. The two groups are usually denoted as
treatment and control group, respectively. In the labour supply setting, this treat-
ment variable is the real wage rate. An exogenous change in the real wage rate can
be caused by a tax reform, for example. After the change, the treatment group is
compared to the control group.
To calculate the effect on the outcome variable, the estimator requires data on both
before and after the experiment. For the i-th treated case, the change is meas-
ured by subtracting the initial value from the value after the exogenous change
(ryia ´ yib|Dia “ 1s). Analogous, the same procedure is performed for the untreated
group (ryia ´ yib|Dia “ 0s), where the subscripts a and b denote after and before,
respectively. Furthermore, D is a dummy variable indicating whether an individual
is part of the treatment group or the control group. The DiD measure is then
calculated by ryia ´ yib|Dia “ 1s ´ ryia ´ yib|Dia “ 0s and represents the basis for
estimating the treatment effect. An essential aspect of the grouping decision is that
every observation is part of one group only and that the composition of the groups
remains constant over time.

2.2.1. Some Empirical Applications

As mentioned before, empirical applications are typically concerned with the impact
of tax reforms on labour market participation and working hours. According to Blun-
dell & MaCurdy (1999), the usual estimation strategy adopted in these studies is to
include the policy dummies with some additional controls for the wage, non-labour
income and taste shifters concerning demographic variables. Interpretation depends
on the exact specification, in particular on the exact control variables included and
whether the assumptions concerning the unobserved error terms are valid.
One study by Eissa (1995) considers the effects of the 1986 US tax reform act on
the labour supply of married women. The author additionally wants to find out
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whether the earnings of the husbands have a significant impact on the labour sup-
ply response of the wives. Therefore, the response of women whose husbands are
part of the 99th percentile of the income distribution is compared to the response of
women married to lower-earning individuals (75th-80th percentile) since these two
groups were affected differently by the tax reform. As dataset Eissa (1995) used six
waves of the March Current Population Survey (CPS), three waves preceding the
reforms (1984-1986) and three waves following the reforms (1990-1992). The study
produced extensive (participation) elasticities between 0.1 and 0.6 and intensive
(hour) elasticities of 0.6 to 1, which is surprising since it is commonly assumed that
extensive elasticities dominate intensive ones, especially for females (Blundell & Ma-
Curdy, 1999).
Criticisms of the study are related to the choice of grouping individuals with respect
to the husband’s earnings. This is because they are not exogenous to the labour
supply decision of the wife and might change in response to the policy change as
well. Moreover, the substantial income and wage inequality gives reason to doubt
the validity of the common time effects assumption. The assumption states that
any unobservable characteristics of the two groups follow a common trend.
Another study, conducted by Blundell et al. (1998), uses the UK tax reforms of the
1980s and early 1990s as a backdrop to study the intensive labour supply response
of married women. They rely on repeated cross-section data collected over a relat-
ively long period. One unique feature of this specific study is the inclusion of the
log after-tax wage rate and non-labour income in the model. As with the previous
study, the model includes controls for non-labour income and specific demographic
characteristics. They evade the need to account for a nonlinear tax-benefit system
by using the fact that, once accounting for their working husbands, women essen-
tially pay a single tax rate in the UK.
The authors consider two different DiD estimators, one which groups observations
by taxpayers and non-taxpayers and one by education and age cohort. The first
grouping choice violates the condition that the group composition remains constant
since a tax reform might change the composition of the two groups in a systemic
way. The second grouping reflects the changing wage distribution in the UK at the
time, which correlated with the age cohort and educational level. Therefore, the
authors argue that the grouping decision reflects changes in the demand for labour
occurring in the UK at the time. They find all estimated uncompensated labour
supply elasticities to be positive and close to zero. Only the estimates for the first
grouping choice are found to be negative, but the authors conclude that this only
reflects the non-random change in the composition of the groups. Workers entering
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the taxpaying group during this time reported substantially lower hours, which helps
explain the negative elasticities. Blundell et al. (1998) argue that, since differences
in work preferences are assumed to be permanent, any labour supply response can
be linked directly to a change in incentives.

2.3. Discrete Choice Models

Table 2: Uncompensated Labour Supply Elasticities
(Discrete Models)

Authors Country Dataset Elasticities

Euwals & Van Soest (1999) Netherlands Dutch SOEP
(1988)

[0.03, 0.45]

Dagsvik et al. (2011) Belgium National Register
Data (2002)

0.13

Bargain & Orsini (2006) Finland IDS (1998) [0.18, 0.34]
France HBS (1994/1995) [0.08, 0.14]

Haan et al. (2004) Germany SOEP (2002) [0.02, 0.24]
Haan & Uhlendorff (2007) Germany SOEP

(2000-2005)
[0.016, 0.036]

Fuest et al. (2008) Germany SOEP (2004) 0.28
Bargain et al. (2010) Germany SOEP (2003) [0.06, 0.16]
Andrén (2003) Sweden HINK

(1997-1998)
[0.55, 0.87]

Notes: All elasticities have been estimated using data on single households.

Source: Bargain et al. (2014)

The main distinction of the discrete choice approach is the assumption that the
budget set only contains a small number of discrete hour points instead of being
continuous. Although the assumption might seem restrictive at first, it could be
more realistic since jobs with a specific number of required working hours are not
infinitely available. Instead, most observed jobs are either part- or full-time posi-
tions, with 20 or 40 required working hours, respectively.
Van Soest et al. (1990) show that a discrete specification can capture the distribu-
tion of actually observed working hours much better than Hausman type models.
The authors use data from the Netherlands to estimate both a continuous type and
a discrete choice model in their study. While both models produce similar elast-
icities, the discrete model has the edge when it comes to predicting the working
hours, especially regarding unemployment. Discrete choice models are particularly
useful for considering tax reforms. Continuous models require the researcher to deal
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with piece-wise budget constraints, including convex and non-convex stretches and
multiple local equilibria. For discrete choice models, it is only a matter of evaluating
utility at a few different hour points (Creedy & Kalb, 2005).
Nonetheless, the discrete approach has often been criticised for being a sort of make-
shift solution, only adopted to deal with the estimation problems of the more "ad-
vanced" models (Heim, 2009). However, easy applicability is far from being the only
advantage, and the discrete choice approach has prevailed as the dominant one be-
cause of several factors. Apart from being more practical, these advantages include
the possibility of applying very general functional forms for the utility specification,
easily accounting for unobserved heterogeneity, analysing the extensive margin, and
applying hour restrictions. While advances in simulation technology have allowed
for the use of more complex stochastic specifications.
Table 2 provides an overview of the size of labour supply elasticities estimated us-
ing a discrete choice specification for selected European countries. We are unaware
of any studies estimating labour supply elasticities of single individuals based on
US data. For the discrete approach, we abstain from presenting any representative
studies, as the respective literature is discussed amply throughout the thesis.
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3. How to Set up a Discrete Choice Labour
Supply Model

This section introduces the basic framework of discrete choice labour supply models
as well as discrete choice models in general. First, subsection 1 discusses some
basic features of discrete choice models. Afterwards, subsection 2 introduces the
general model of utility maximisation as well as the basic modelling framework of
discrete choice labour supply models. Subsections 3.3-3.7 present the discrete choice
specifications which are most commonly applied in labour supply models and discuss
them.

3.1. General Features Of Discrete Choice Models

At this point it makes sense to discuss some general features of choice models with re-
spect to identification. According to Train (2009), the most critical issues regarding
the identification of discrete choice models can be summarised by two statements.
First, only differences in utility matter and, second, the scale of utility is irrelevant.
We discuss the implications of these two properties in the following subsections.

3.1.1. Only Differences in Utility Are Meaningful

Let us begin with the first statement. It implies that the behaviour of the utility
maximising individual does not depend on the absolute value of utility. One can
add an arbitrarily high constant to the utility, and as long as the constant is the
same for each alternative, the decision of the individual will not change. This fact
can also be elucidated by taking a look at the choice probabilities. Consider the
choice probability that job i provides the highest utility Pi “ P pU˚i ě U˚j , @j ‰

iq “ P pU˚i ´ U˚j ě 0, @j ‰ iq. It follows that the probability depends only on the
difference between utilities, not their absolute levels. Train (2009) points out that,
because of this fact, it is only possible to estimate parameters which cause differences
in utilities over the alternatives. This is important if socio-economic variables want
to be included, for example. Since individual characteristics do not change over
alternatives, it is only possible to include characteristics which directly relate to
differences in the utility levels. In the context of our labour supply setting, such
a socio-economic attribute could be non-labour income. It is reasonable to assume
that an increase in non-labour income increases utility, regardless of whether the
individual works part or full time. We can, however, expect different marginal effects
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on utility. Therefore, it is possible to estimate the difference between the effect of an
increase in non-labour income on individuals working part-time compared to those
working full time.

3.1.2. The Scale of Utility Is Completely Arbitrary

The Scale of Utility does not affect which choice provides the highest utility. One
can multiply the utility of each alternative by any constant, and the decision will
not change. To take account of this fact, Train (2009) suggests normalising the
scale of utility. Typically, this is done by normalising the variance of the error
terms, which is possible because the variance of the error terms is directly related
to the scale of utility. This is straightforward if error terms are independently and
identically (iid.) distributed. Since the variance is the same for each error term,
the scale of utility is normalised by setting the variance of any error term to some
convenient number. Train (2009) also emphases the impact of normalisation on
the interpretation of model results. Whenever comparing results of two different
models, the normalisation of the error variance needs to be considered. Otherwise,
one might falsely assume that the models imply differing effects, simply because the
estimated coefficients have different sizes.
Unfortunately, error terms are not always iid., and as we will encounter later on,
more complex models also allow for heteroskedastic or correlated error terms. We
will focus on correlated errors since they are the most relevant in our case. To
normalise the scale of utility in this case, it is not enough to set the variance for
the error term of one alternative. Instead, the variance of an error difference is
set to a certain number, which normalises the error terms as well as the scale of
utility. Normalisation of this form influences the number of parameters which can
be estimated in the covariance matrix as well as the interpretation of the model
(Train, 2009). Regarding the models we will encounter later on, we impose enough
distributional assumptions for the utility to be normalised automatically.

3.2. Modelling Framework

Now we turn our attention to the framework of discrete choice modelling. In this
chapter, we will cover the steps needed to construct a discrete choice labour supply
model. There is a vast literature available concerning these models with a large
variety of different model specifications. We decided to follow the framework and
notation put forth by Creedy & Kalb (2005) and Löffler, Peichl & Siegloch (2014).
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Both publications provide an excellent entry point to the topic of discrete labour
supply modelling.
The model itself is based on the neoclassical assumption that individuals maximise
their utility by choosing the optimal job with specific working hours (Löffler, Peichl
& Siegloch, 2014). Note that the stochastics of the model are introduced via the
utility function. An individual displays a set of observable characteristics X and
chooses the utility maximising job from a small number of available working hours
hi “ pi “ 1, ..., Jq, where each job is associated with a specific value of h. The
utility is determined by the amount of consumption and leisure possible at each job.
Because utility increases both with the level of consumption as well as leisure and
faces time as well as budget constraints, there is a trade-off associated with working
more hours. An individual cannot exceed the amount of leisure time given by the
total time available minus the working hours. Consumption is linked to the gross
wage rate the individual faces, which is assumed to be constant across all jobs. Any
non-labour income is of course also available for consumption. This assumption is
necessary because it allows the researcher to evaluate the utility level associated
with each available job. The labour income required for this task is calculated by
the working hours multiplied by the hourly gross wage rate.
Utility is split into a deterministic and a random part:

U˚i “ U phi | Xq ` vi

“ Ui ` vi,
(3.1)

where U˚i denotes the utility level associated with job i, U phi | Xq the deterministic
part dependent on the working hours hi and observable characteristics X, and a
random component vi. The random part of the utility includes all factors which
are unobservable to the researcher, any measurement error regarding the measured
characteristics X and optimisation errors by the individual (Creedy & Kalb, 2005).
Because the error term vi is assumed to follow a specific distribution, the utility
generated by a specific hour level also follows a particular probability distribution.
Without vi as part of the utility, the model would be fully deterministic, making it
possible to correctly ascertain the utility maximising choice for each individual. The
only requirement would be knowledge of the functional form of U and the observable
characteristics X. In other words, all aspects determining the optimal job for a given
individual would be fully known to the researcher.
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3.3. The Probability Distribution of Working Hours

In this subsection, we derive the probability distribution of the hours worked, for the
special case of an extreme value type 1 - or sometimes called Gumbel - distributed
error term. We again follow Creedy & Kalb (2005).
Any choice model which derives its choice probabilities via a utility maximising
framework is called a random utility model. As Train (2009) notes, this fact does
not exclude the model from also explaining other kinds of behaviour unrelated to
utility maximisation. Choice models are also able to provide insight into how cer-
tain explanatory variables are related to the outcome variable, without taking into
account precisely how the choice is made. Before we can discuss the distribution
of the error terms, we must consider the probability that a specific hour level i is
utility maximising. Job i is only chosen if:

U˚i ě U˚j for all j (3.2)

Replacing U˚ by equation 3.1 and rearranging the resulting equation gives:

Uj ` vj ď Ui ` vi (3.3a)
vj ď vi ` Ui ´ Uj for all j (3.3b)

Therefore, the probability that U˚i is optimal equals the combined probability that
vi ` Ui ´ Uj ě vj, for all j. Assuming that the probabilities are independently
distributed, we can use the product of the separate probabilities to state the joint
probability.

ź

j‰i

P pvj ď vi ` Ui ´ Ujq (3.4)

Equation 3.4 can be viewed as the conditional probability that job i provides the
maximum utility for a given value of vi. Aggregating up the term for all vi would
provide the overall probability. Note that the random term vi is assumed to be
independently and identically distributed over all i, which represents an important
simplifying assumption. Because of this assumption, the error term of each altern-
ative is uncorrelated with the error term of any other alternative. Independence has
its problems though; if unobserved factors have similar effects on different altern-
atives, the assumption might not hold (Train, 2009). Other approaches have been
developed to bypass this assumption, such as the mixed logit model, which we will
discuss in chapter 3.6.
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3.4. Conditional Logit

Next, we can discuss the distribution of the error terms. We consider the case of an
extreme value type 1 distribution, which results in the conditional - or sometimes
called multinomial - logit model. Logit was originally derived from assumptions
about the choice probabilities and specifically the IIA (independence from irrelev-
ant alternatives) assumption (Train, 2009). We will discuss the IIA assumption
later when we determine the drawbacks of conditional logit. But first, we need to
expand the conditional probability equation 3.4. Assume that vi is a continuously
distributed random variable. Additionally, assume that the density and distribution
functions are f(v) and F(v), respectively. The probability that job i results in the
highest utility for individual n is then given by:

pni “

ż `8

´8

#

ź

j‰i

F pvni ` Uni ´ Unjq

+

f pvniq dvni (3.5)

Equation 3.5 provides the marginal probability of pni by using the overall probability
stated in equation 3.4 and integrating out vni. The density function is given by

fpvq “ e´ve´e
´v

“ e´v´e
´v (3.6)

and the distribution function by

F pvq “ e´e
´v

. (3.7)

Substituting equations 3.6 and 3.7 into equation 3.5 leads to

Pni “

ż

˜

ź

j‰i

e´e
´pvni`Uni´Unjq

¸

e´vnie´e
´vnidvni. (3.8)

Since we do not know the error terms vni, the choice probability is the integral of
the conditional probability that job i is utility maximizing for individual n, given a
specific error term vni, over all possible values of vni. An error distribution of this
type is widespread in the literature because it leads to a very convenient expression
for the hour distribution, which is closed form. Moreover, there are no additional
parameters which need to be estimated. We assume that the distribution has a
constant variance of π2{6 which, as discussed earlier, normalises the scale of utility.
Substituting the density and distribution function into the overall probability, and
simplifying the resulting expression, results in the logit choice probabilities:
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pni “
eUni

ř

j“1 e
Unj

. (3.9)

The distribution only depends on the measured utility levels for the available jobs.
See Creedy & Kalb (2005) or Train (2009) for a detailed derivation of the hours
distribution and McFadden (1974) for the reverse proof that logit probabilities ne-
cessarily imply an extreme value distributed unobserved utility. The systemic utility
Uni is typically assumed to be linear in parameters and equation 3.9 can therefore
also be expressed as

pni “
eβ
1xni

ř

j“1 e
β1xnj

. (3.10)

The restriction is relatively harmless but very useful with regards to numerical max-
imisation since the log-likelihood function is then globally concave in the parameters
β (Train, 2009). Other desirable traits of logit include that the choice probabilities
are necessarily between 0 and 1 and that they always sum up to 1.

3.5. Drawbacks of Conditional Logit

The limitations of conditional logit models mostly stem from the assumption of
iid. errors with a constant variance. Train (2009) mentions three shortcomings
in particular, which relate to taste variation, restrictive substitution patterns and
repeated choices. We discuss only the first two, as those are the most relevant to
discrete choice labour supply models.

3.5.1. Taste Variation

Differences in individual taste - also called systemic taste variation - can only be
represented by conditional logit if they are related to observable characteristics.
Therefore, it is not possible to capture systemic variation that depends on unob-
servable characteristics. Because systemic variation, which is linked to unobserved
characteristics, introduces an additional random part to the error term. We follow
Haan (2003) and denote this additional element as µi. The error term can then be
written as vi˚ “ vi ` µi, and the utility function becomes

U˚i “ Ui ` vi ˚ . (3.11)
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If the systemic variation µi is correlated over alternatives, the error term vi˚ will also
be correlated over alternatives. Then, the error terms are not iid anymore, violating
one of the fundamental assumptions behind the logit formula. However, Train (2009)
states that even if logit is misspecified, it might be able to approximate the average
taste relatively well. The logit formula has turned out to be quite robust against
misspecification, and many researchers use it even if they have reason to believe that
systemic taste variation concerning unobserved variables is present. However, it is
difficult to predict whether logit sufficiently approximates the average tastes and, if
it does, there is no way to determine how tastes are distributed around the average.

3.5.2. Restrictive Substitution Patterns

As with the previous issue, this restriction also stems from the assumption that error
terms are iid. and the resulting property of independence from irrelevant alternatives
(IIA). Specifically, it occurs because of the assumption that the error terms are
correlated over alternatives. The IIA property demands that the probability ratio
of two alternatives does not depend on the existence of a third alternative. In the
case of conditional logit, one must simply look at the probability ratio of any two
alternatives, i and k, to demonstrate the existence of the IIA property:

pni
pnk

“

eUni
ř

j e
Unj

eUnk
ř

j e
Unj

“
eUni

eUnk
“ eUni´Unk . (3.12)

The ratio depends only on the two alternatives, i and k. As a matter of fact, when the
logit formula was first derived by Duncan Luce (1959), they used the IIA property
as their starting point. In contrast, we started with the distributional assumptions
of the error term and arrived at the IIA property as a result.
Before we discuss the consequences of the property, we want to discuss why substi-
tution patterns matter in general. Substitution patterns can be important in many
cases. Whenever the utility of one alternative increases, its probability of being
chosen also increases. Furthermore, since the probabilities must sum up to one,
the choice probabilities of other options must decrease in response. Firms might
be interested in substitution patterns if they introduce a new product, for example.
Moreover, interest may not only lie in only how consumers will substitute relat-
ive to competitors but also in how demand changes with regards to the firm’s own
products. According to Train (2009), the substitution pattern implied by the logit
model is very specific and can be viewed as either a restriction on the probability
ratios or a limitation on the cross-elasticities of the probabilities. An often-used
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example to demonstrate the restriction on probability ratios is the red-bus-blue-bus
problem. Assume a commuter has the option between driving by car or taking a red
bus to work. The representative utility is the same for both options. Therefore, we
can expect both options to have a probability of Pc “ Prb “

1
2 and, consequently,

a probability ratio of Pc
Prb

“ 1. Now, a second, blue, but otherwise identical bus
becomes available as well. Because they are equal in all respects but colour, we can
assume a probability ratio for the two buses of Pbb

Prb
“ 1. Because of the IIA property,

the probability ratio Pc
Prb

must stay the same since it is assumed to be independent of
other alternatives. If both probability ratios equal one, the only possibility is that
Pc “ Prb ““ Pbb “

1
3 . However, this is unrealistic since the existence of a second

bus, which is identical to the first one, should not change the probability that the
commuter chooses the car. The probability of choosing the car should remain Pc “ 1

2

and the probability of taking the bus should be Pbb “ Prb “
1
4 . Because the probab-

ility ratio Pc
Prb

is not allowed to change, logit overestimates the probability of taking
one of the buses and underestimates the probability of choosing the car.
In the context of labour supply, we can explain the restriction on the cross-elasticities
of the probabilities with a simple example. Assume n workers have the choice of
working 0, 20 or 40 hours. Now, the possibility of working 50 hours is introduced
as well. The IIA assumption requires the probability ratios of the initial options to
remain constant. Of course, this would only be true if a constant fraction of workers
from each initial choice switches to the new one. However, it might be more realistic
to assume that individuals who work closer to 50 hours already switch to the new
hour point at a larger rate. Therefore, in this case, the IIA assumption would cause
logit to make unrealistic predictions as well.

3.5.3. In Defense Of IIA

So far, we made it seem that the IIA assumption is at best restrictive and at worst
useless. However, this is not the case. One can even see the property as a result
of a well-specified model, which captures all sources of heterogeneity. Then the
unobserved part of the utility is entirely random and the IIA assumption valid.
Moreover, if the IIA property is a good enough approximation of reality, it can
be quite useful as well. For example, it allows the researcher to exclude certain
alternatives from the analysis and save considerable computation time, while still
receiving unbiased results. In the end, as Train (2009) states, the property can be
thought of as more of an ideal and less as a restriction for accurately representing
reality.
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3.6. Mixed Logit

Because of the inherent limitations of conditional logit models, several more flex-
ible approaches have been developed. We focus on mixed logit, which is the most
flexible discrete choice model. Other approaches intended to relax some of the lim-
itations of conditional logit models include probit and generalised extreme value
(GEV) models. Mixed logit models are the most flexible because they are capable
of approximating any discrete choice random utility model (Greene, 2003). We draw
heavily from Chapter 6 of Train (2009) for this subsection.

Mixed logit models are defined by the specific form of their choice probabilities. They
take the form of the standard logit formula integrated over a density of parameters.
Stated differently, any model with the choice probabilities given by equation 3.13
can be considered mixed logit.

Pni “

ż

˜

eUnipβq
řJ
j“1 e

Unjpβq

¸

fpβqdβ, i P J. (3.13)

If the utility is linear in its parameters, the observed part of the utility Unipβq can
be written as β1xni and the choice probability becomes:

Pni “

ż

˜

eβ
1xni

řJ
j“1 e

β1xnj

¸

fpβqdβ, i P J. (3.14)

According to Train (2009), the mixed logit probability can be seen as a weighted
average of the standard logit probability, evaluated at different values of β and with
the weights given by the density function fpβq. As mentioned above, mixed logit is
able to approximate any discrete choice model. For example, the conditional logit
formula is received if the density function is assumed degenerate at fixed parameters
b (fpβq “ 1 if b “ β and fpβq “ 0 if b ‰ β). Equation 3.15 then becomes the
standard logit formula:

Pni “

˜

eb
1xni

ř

j“1 e
b1xnj

¸

. (3.15)

Theoretically, the density function can follow any valid distribution, both discrete
and continuous.
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3.7. Random Coefficients

One way to derive the choice probability of mixed logit is to start with the following
utility specification:

U˚nj “ X 1
njβn ` vnj. (3.16)

Individual n chooses the utility maximising job i out of J possible alternatives. Xnj

is a vector containing observable characteristics relating to both the individual and
the alternatives. The vector βn contains the corresponding coefficients, which vary
over the decision-makers, while vnj denotes the random error component and is
assumed to be extreme value iid. In contrast to conditional logit, the coefficients
are now allowed to vary across individuals. According to Haan (2003), this is best
demonstrated by splitting βn into a fixed and a random part:

βn “ β ` µn, µn „ pb,W q. (3.17)

The random component µn includes non-observable characteristics, like taste for
example, and is distributed with mean b and variance-covariance matrix W. Note
that conditional logit is just the special case where the variance of µn is zero.
At this point, it is crucial to discuss terminology. There are two sets of parameters,
those that enter the logit formula with density fpβq, and those which describe said
density, b and W - also called mixing distribution. The vector of parameters de-
scribing the density is called θ. Hence, the coefficients vary across individuals with
the density f pβn | β,Wq. Only the mean βn and the variance-covariance matrix W
are estimated. The parameters βn themselves are integrated out. In that sense, the
coefficients βn are similar to the error terms vnj, such that both are integrated out
to obtain the choice probability (Train, 2009). The probability that job i is utility
maximizing is the integral over all possible βn in the random coefficient specification:

Pni “

ż

˜

eβ
1
nxni

ř

j e
β1nxnj

¸

fpβn|θqdβn, i P J. (3.18)

For estimation, one has to assume a distribution for the coefficients and then es-
timate the parameters defining said distribution. As mentioned above, there ex-
ists a wide range of possible distributions but, as Train (2009) states, in practise
usually a normal or log-normal distribution is assumed, with βn „ Npb,W q or ln
βn „ Npb,W q, respectively. We assume a normal distributed error specification.
Observed heterogeneity can be included through explanatory variables as well as
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the parameters of the mixing distribution. Search costs for jobs, for example, can
be divided by the expected wage of the individual to account for the declining rel-
ative importance of search costs as wages rise. The coefficients βn then depict the
heterogeneity in the value placed on costs of individuals with the same expected
wage. This specification allows the mean value attributed to search costs to decline
as wages rise, but the variance around each mean to stay the same. According to
Train (2009), there are two ways to think about the mixing distribution, either with
random coefficients or via the error terms. However, the important aspect is that
either way, the mixing distribution includes the variance and correlation of factors
capturing unobserved heterogeneity.
As mentioned in subsection 3.5, one of the main reasons for using a mixed logit
model is the circumvention of the IIA assumption exhibited by the conditional logit
approach. The ratio between two choice probabilities Pni{Pnj does not solely depend
on the two alternatives anymore but the entire dataset. Since the denominators are
now inside of the integral, they do not cancel out. Even individual taste variation
is now accounted for via the variance-covariance matrix W.
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4. Estimation

As previously stated, discrete labour supply models are based on the assumption that
individuals maximise their utility with respect to consumption and hours worked. In-
come is positively correlated and the number of working hours negatively correlated
with utility. For convenience, leisure is often used instead of hours as an argument
in the utility function, such that a rise in both arguments positively affects utility.
In this section, we discuss the estimation of discrete labour supply models using
maximum likelihood methods. How the model can be estimated depends on which
discrete choice specification is used, in our case, whether a conditional or mixed
logit approach is used. As a starting point, we use the treatment of the topic as
presented in Creedy & Kalb (2005).

4.1. Maximum Likelihood Estimation

Let us begin by recalling the conditional logit choice probabilities:

pni “
eUni

ř

j“1 e
Unj

. (4.1)

Assume that the utility maximizing job for individual n is denoted as in. The prob-
ability that job i is utility maximizing for individual n is pni. Under the assumption
that each individual chooses their optimal job independently from each other, the
joint probability can be expressed as:

P pi1, . . . , iNq “ p1ip2i . . . pNi “
N
ź

n“1

eUinn
ř

j“1 e
Ujn

. (4.2)

The joint probability can be viewed as the probability that certain individuals with
their characteristics and preferences choose a specific set of jobs, in for n=1,...,N,
given that all error terms are extreme value type 1 iid. The preference parameters
are unknown and need to be estimated using data collected from the population as
a random sample. The dataset should include information about the hours worked,
net incomes for all available hour points, personal characteristics, and non-wage
income. Given the joint probability and an assumed functional form of the utility, it
is possible to estimate the preference parameters which have the highest probability
of reproducing the observed sample. In other words, the probability of observing a
particular sample of individuals is maximised. The likelihood function is obtained
by assuming that the utility of each observed individual depends on a vector of
coefficients, βk for k=1,...,K, and rephrase equation 4.2:
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L pβ1, . . . , βKq “
N
ź

n“1

eUinn
ř

j“1 e
Ujn

. (4.3)

Equation 4.3 is a function of unknown parameters, which are treated as variables.
The parameters that are estimated using this function are called maximum likeli-
hood estimates. They maximise the probability of observing a specific sample and
the likelihood function itself. To get rid of the products which are present in the
likelihood function, one usually uses the log-likelihood, which is possible since tak-
ing the logarithms is a monotonic transformation and does not affect the estimates.
The Log-Likelihood Function in this case is given by:

logL “
N
ÿ

n“1

«

Uin,n ´ log
˜

ÿ

j“1
eUj,n

¸ff

. (4.4)

The estimates for β1, ..., βK , which maximize the log-likelihood function, are called
maximum likelihood estimates and are obtained by taking the following first deriv-
atives and setting them equal to zero:

B logL
Bβk

“ 0 for all k “ 1, . . . , K (4.5)

The maximum is found when all first-order conditions are satisfied. Additionally, the
second-order sufficient conditions need to be satisfied for the solution to constitute
a maximum. In this case the first order derivatives are as follows:

B logL
Bβk

“
řN
k“1

„

BUik,k
Bβk

´

ˆ

1
ř

j“1 e
Uj,k

˙

ř

j“1
Be
Uj,k

Bβk



“
řM
k“1

„

BUik,k
Bβk

´
ř

j“1

ˆ

e
Uj,k

ř

j“1 e
Uj,k

˙

BUj,k
Bβk



“
řM
k“1

”

BUik,k
Bβ`

´
řn
j“1 pj,k

BUj,k
Bβ`

ı

“ 0.

(4.6)

According to Creedy & Kalb (2005), the first order conditions show that the estim-
ator equals out the average derivatives of the utilities at the observed hour points
with the weighted average derivatives of the utilities over all other hour points, with
the weights given by the choice probabilities. The estimates for βk can be found
by applying numerical methods based on a sequence of iterations, which reach the
solution from any arbitrary starting point. For this method, the second derivatives
are required as well:
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B2 logL
BβkBβs

“

N
ÿ

n“1

«

B2Uiin
BβkBβs

´
ÿ

j“1

"

pjn
B2Ujn
BβkBβs

`
BUjn
Bβk

Bpjn
Bβs

*

ff

(4.7)

with

Bpjn
Bβs

“ pjn

«

BUjn
Bβs

´
ÿ

t“1
ptn
BUtn
Bβs

ff

. (4.8)

According to Creedy & Kalb (2005), the iterative process is performed by repeatedly
solving the following equation using a maximization procedure.:

βrl`1s
“ βrIs `

„

´
B2 logL
BβkBβs

´1

βr1

„

B logL
Bβk



βpIq
, (4.9)

One such maximisation procedure is the Newton-Raphson method, a discussion
of which can be found in Appendix A. For more information on maximisation
procedures see McFadden et al. (1973) or Train (2009). Additionally, the variance-
covariance matrix of the parameter estimates can be obtained from the inverse of
the matrix of second derivatives obtained at the last iteration.

4.2. Simulated Log-Likelihood

With mixed logit, it is not possible to solve the log-likelihood function analytically.
Instead, the choice probabilities are approximated via maximum simulated likelihood
methods. As with conditional logit, the likelihood function is given by the joint
probability that individual n chooses job in:

L “
N
ź

n“1

ż

˜

eβ
1
nxnin

ř

j e
β1nxnj

¸

fpβn|θqdβn, i P J. (4.10)

According to Train (2009), simulation is used to approximate the choice probabilities
for any given value of θ, i.e. the parameters describing the distribution of the density
function. The simulated probability is given by

P̂ni “
1
R

R
ÿ

r“1
Lni pβ

r
q , (4.11)

where βr denotes the r-th of R draws from the density function fpβ|θq. Subsequently,
the logit formula is calculated for each draw and averaged to obtain the simulated
probability. Different draws are used for each observation to maintain independence
over individuals. P̂ni is by construction an unbiased estimator of the choice prob-
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abilities Pni, with a variance which decreases as R rises. Moreover, P̂ni is strictly
positive, so that ln(P̂ni) is always defined and can be used in a log-likelihood func-
tion. The simulated log-likelihood function is obtained by substituting P̂ni into the
log-likelihood function, SLLpθq “

ř

n lnpP̂niq, where the value of θ, which maximizes
the function, is called maximum simulated likelihood estimator (MSL) (Bronstein
& Train, 1999).
According to Train (2009), there is a simulation bias introduced through the nonlin-
ear log transformation. Therefore, even though P̂ni is an unbiased estimator of Pni,
ln P̂ni is not an unbiased estimator of ln Pni. Fortunately, the bias diminishes with
a rising number of draws. Bronstein & Train (1999) find that 250 random draws
are sufficient for the MSL estimator to produce unbiased results. The asymptotic
properties of the estimator critically depend on whether or not the number of draws
R is allowed to rise with the sample size N. The estimator is inconsistent if the
number of draws is fixed. If R increases together with N, regardless of the rate,
the estimator is consistent. Moreover, if R rises faster than the square root of the
sample size

?
N , the estimator is efficient as well. In the latter case, the estimator

is asymptotically equivalent to the standard maximum likelihood estimator. For a
more exact derivation of the properties of MSL see Lee (1995) and Hajivassiliou &
Ruud (1994).

4.2.1. Halton Draws

The biggest drawback of mixed logit is the high computational burden relative to
conditional logit. Fortunately, an increased understanding of simulation methods
and advancements in processing power have made the application of mixed logit
significantly more feasible in the last two decades.
Another way to reduce the required computational burden is to use draws from a
Halton sequence instead of random draws. Train (2000) finds that using 100 Halton
draws reduces the variance in the simulated choice probabilities by more than half
compared to random draws. A Halton sequence is constructed using a deterministic
process based on prime numbers.
Let us consider the example given by Train (2000). To construct the Halton se-
quence for the prime number 3, we divide the unit interval r0, 1s into three parts
and use the dividing points as the first two elements of the sequence. These first two
elements are again divided into three parts each, with the dividing points serving as
the next elements et cetera:
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ñ 1
3 and 2

3 ,
ñ 1

9 ,
4
9 ,

7
9 ,

2
9 ,

5
9 ,

8
9 ,

ñ 1
27 ,

10
27 ,

19
27 ,

4
27 ,

13
27 ,

22
27 ,

7
27 ,

16
27 ,

25
27 ,

2
27 ,

11
27 ,

20
27 ,

5
27 ,

14
27 ,

23
27 ,

8
27 ,

17
27 ,

26
27 ,

ñ . . .

However, constructing a Halton sequence which can be used in mixed logit estima-
tion is a bit less straightforward. The number of required Halton sequences depends
on the mixing distribution and its dimensions. For example, if the mixing distri-
bution f is Npb,W q, it has two dimensions, where Npb,W q means that the logit
coefficients are normally distributed with mean b and covariance W. To obtain each
Halton draw, the inverse of the cumulative mixing distribution is calculated for each
element and each sequence. Since the first draws tend to be similar for every prime
number, Train (2000) suggests that the first 10 draws are skipped. While other
authors recommend the first 20 draws to be excluded.
Let us consider another example by Train (2000), including three normally distrib-
uted coefficients. Three Halton sequences are then constructed using the prime
numbers 2, 3 and 5, where each column gives the Halton draws for one of the prime
numbers:

1
2 ,

1
3 ,

1
5

1
2 ,

1
3 ,

1
5

1
2 ,

1
3 ,

1
5

1
2 ,

1
3 ,

1
5

. . .

Calculating the inverse of the cumulative standard normal gives the elements of the
three-dimensional sequence:

0.0, -0.42, -0.84
-0.67, 0.43, -0.25
0.67, 0.43, 0.25
-1.15, -0.14, 0.84

. . .

The first 10 draws of each column are dropped and, if R is the number of observa-
tions, R groups of draws are used for each observation.
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Train (2000) provides two reasons for the superior properties of Halton sequences
compared to random draws. First, the elements of the Halton sequence are more
evenly distributed over the domain of the mixing distribution, which leads to a
lower variance in the simulated probabilities. Second, with each new draw, the
spaces which were left empty by the previous draws get filled. This leads to the sim-
ulated probabilities being negatively correlated with each other, which reduces the
variance in the log-likelihood function. Instead of using random or Halton draws, it
is also possible to solve the various integrals using numerical integration methods.
See Rabe-Hesketh et al. (2002) for more information on such methods.
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5. Model

Now that we have discussed the theory behind labour supply modelling in detail,
we can finally introduce the model we use to estimate the labour supply elasticities
necessary for our analysis. The model we use for this purpose can be viewed as a
simplified version of the one presented in Löffler, Peichl & Siegloch (2014) and Löffler
et al. (2018). Recall that the underlying assumption of the labour supply model is
that individuals choose the number of working hours which maximise their utility
with respect to their budget constraint. Utility depends on the level of consump-
tion and leisure available at each job, and since working more hours necessitates a
reduction in leisure time, there exists a trade-off between the two. In more exact
terms, the utility for individual n can be stated as follows:

U˚ pCnj, Lj | xnj, βnq “ U pCnj, Lj | xn, βnq ` vnj. (5.1)

Consumption Cnj depends on the individual specific wage rate (wn), the number
of working hours associated with a specific job phnjq and the non-labour income
(Inq. The wage (wn) is assumed to be constant for each individual across jobs. This
is a fairly restrictive assumption which has been relaxed by some authors, such as
Van Soest (1995), by estimating preferences and wages simultaneously. Because this
would require an approximation of the tax-benefit function, we do not consider this
extension of the model.
Consumption also depends on the household characteristics xn as well as on the tax-
benefit system f r¨s. Since the model is static, household consumption must equal
disposable income. The amount of available leisure time for each job is denoted by
Lj and is defined as total time endowment T minus the working hours hj. Where
the total weekly time endowment is usually assumed to be 80 hours. As discussed
in section 3, the utility (given by equation 3.1) consists of an observable or systemic
part Up¨q and a latent unobservable part vnj. Depending on the assumed distribution
of the error term, we either receive the conditional logit model as seen in subsection
3.4 or the mixed logit specification presented in subsection 3.6.
The remainder of this section is structured as follows. Subsection 1 presents the
various alternatives regarding the model specification and subsection 2 discusses the
topic of wage imputation.
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5.1. Different Model Specifications

The goal of our analysis is to test the effects of different model specifications on the
estimated labour supply elasticities. In this subsection, we discuss these specifica-
tions and any possible variations in detail.

5.1.1. Systemic Utility

Discrete choice models depend on the comparison of different utility levels, it is
therefore necessary to choose a functional form for the systemic part of the utility
function. In theory, any valid utility function could be used but most authors rely on
either a quadratic, translog or boxcox utility specification (Löffler, Peichl & Siegloch,
2014). We adopt the specification as presented in Löffler, Peichl, Pestel et al. (2014).

• Quadratic Utility: A second order polynomial with consumption and leisure
as arguments of the utility function:
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(5.2)

• Translog Utility: An alternative version of the quadratic utility function,
where the logs of consumption and leisure enter the utility instead of the
levels:
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(5.3)

• Box-Cox Utility: The last utility specification is obtained by a so-called
box-cox transformation:
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With the box-cox parameters, Lmpλ
m
L q

j , Lfj
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f
Lq and CpλCqnj , defined as:

C
pλCq
nj “

$

&

%

C˚njλC´1

λC
if λC ‰ 0

lnC˚nj if λC “ 0
L
spλsLq
j “

$

&

%

L
s˚λs

L
´1

j

λsL
if λsL ‰ 0

lnLs˚j if λsL “ 0

C˚nj “ Cnj{1000 Ls˚j “ Lsj{80,

(5.5)

where s “ m, f . Box-cox transformations are based on the idea that transformations
can be thought of as a class of functions with similar mathematical properties. So,
depending on the value of λ it is possible to express several typical transformations
in this form (Osborne, 2010).
Observed heterogeneity is captured by the vectors x1

n, x2
n and x3

n, which reflect the
household and individual characteristics in all three utility specifications. The utility
functions we use in our analysis are further simplified because we only consider single
households. Therefore, only the terms which include the leisure variables relating to
the gender of the household head remain. This has two main ramifications. First,
the computational burden is reduced since the choice set available to the household
is smaller and the size of the dataset, which needs to be estimated. Second, there is
less heterogeneity in the estimated labour supply elasticities when it comes to single
households, as labour supply elasticities are expected to be close to zero for this
demographic (Blundell & MaCurdy, 1999). We do not know to which extent this
affects the sensitivity of the estimated elasticities. An extension to couple households
is straightforward.
Unobserved heterogeneity is captured by allowing the estimated coefficients to vary
across individuals. Because the amount of time needed for estimation increases
substantially with every coefficient allowed to vary, we only allow the coefficients
capturing one of the non-squared consumption and leisure terms to be random.
Therefore, depending on the gender of the household head, only β1 and β5 or β1

and β7 are assumed to be random. According to Löffler, Peichl, Pestel et al. (2014),
the application of a random coefficients model allows the researcher to estimate
the full distribution of preferences for consumption and leisure, among all sampled
households and not just the average preferences. Moreover, they stress that there
are no restrictions imposed on the marginal utility of consumption and leisure. The
marginal utility of leisure may even be negative for some households, reflecting the
intrinsic utility gained by simply being employed.
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5.1.2. Choice Set

The choice set relates to the assumed number of possible labour supply states avail-
able to each household. Typically, it is chosen to best represent the distribution of
the observed working hours. In their study "Evaluating Alternative Representations
Of The Choice Sets In Models Of Labor Supply", Aaberge et al. (2009) state that
most authors assume that the choice set is the same for each household and that
most specifications consist of seven different, equally available, labour supply states.
Those seven states include non-participation or 10, 20, 30, 40, 50 or 60 weekly work-
ing hours. If we would extend our analysis to couple households as well, a choice
set consisting of seven different labour supply states would lead to 72 possible al-
ternatives. Some authors, such as Aaberge et al. (1995), use a sampling procedure
to construct the choice sets. We estimate the model based on the assumption that
each household faces the same choices, however. Another issue is the availability of
each labour supply state. We do not assume any labour market restrictions in this
section; therefore, each hour level is equally available to the households. An issue
we will come back to in section 7.
For our analysis, we will look at three different choice sets, namely 4, 6 or 7 discrete
labour supply states, and whether the number of choices directly affect the estimated
labour supply elasticities. The alternatives are as follows:

• 0, 20, 40 or 50 working hours/week

• 0, 10, 20, 30, 40 or 50 working hours/week

• 0, 10, 20, 30, 40, 50 or 60 working hours/week

5.1.3. Observed Heterogeneity

Observed heterogeneity is introduced via the utility specification. Some observ-
able characteristics, such as age, education or the number of children living in the
household, are interacted with the preference parameters, which are included in the
direct utility function (Löffler, Peichl & Siegloch, 2014). Moreover, these so-called
taste shifters can either be interacted with the preference parameter of consumption
or leisure. We consider both cases as well as the case where both parameters are
interacted with taste shifters simultaneously.
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5.1.4. Unobserved Heterogeneity

Unobserved heterogeneity is introduced by allowing preference coefficients to vary
over individuals, typically following a multivariate normal distribution. As men-
tioned above, we allow only the preference coefficients of consumption and leisure
to be random, to reduce the computational burden. There is little agreement in the
literature about the importance of unobserved heterogeneity in the labour supply
context. Unlike consumer choice theory, where a large body of literature analysing
consumer taste heterogeneity has been developed.
Keane & Wasi (2013) compare different approaches to introduce unobserved hetero-
geneity, and they state that most authors agree about the importance of unobserved
heterogeneity. They state that, in many cases, most of the heterogeneity is unob-
served. The mixed logit model has become the most popular approach to introduce
unobserved heterogeneity, especially in the labour supply context. In a way, it rep-
resents a natural extension to the conditional logit model of McFadden (1974), which
long served as the dominant approach to multinomial choice modelling.
However, other approaches have been used, as well. One such approach is the so-
called latent class model, where consumers are assumed to be part of a finite set
of different types, where each type has a corresponding set of preference weights
(Keane & Wasi, 2013). The latent class model is a special case of the mixed logit
model. Additionally, Keane & Wasi (2013) compare the multivariate normal mixed
logit model (N-MIXL) with approaches that use other mixing distributions as well
as the generalised multinomial logit model. They find that the N-MIXL model, as
well as the latent class model, are never preferred when the Bayesian Information
Criteria (BIC) is considered. Despite this fact, N-MIXL is the dominant approach
in the literature. We focus on the standard conditional logit model with homogen-
eous preferences and the N-MIXL model. We additionally allow for the random
coefficients to be correlated in some estimations.
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5.2. Wage Imputation

Next, we turn to the topic of wage imputation, which has been shown to have a size-
able potential influence on the estimated labour supply elasticities (Löffler, Peichl
& Siegloch, 2014). The estimation of labour supply models requires data on hourly
wage rates and working hours, which are needed to calculate the disposable incomes
and consumption levels. However, this information is missing for individuals who
are not currently employed. Because of this fact, wages need to be imputed for these
observations. The most common way to do so is to estimate the wages separately,
before the estimation of the labour supply model, and assume that they are exogen-
ously given during the rest of the estimation process.
A more advanced approach is to estimate wages and preferences simultaneously,
which requires an approximation of the tax-benefit system since the gross income
needs to be converted into disposable income during the estimation process. We stick
to the former approach and estimate income and payroll taxes using the NBER’s
TAXSIM (v32) program (Feenberg & Coutts, 1993).
Another issue is whether wages are imputed for the whole sample or unemployed
individuals only. With the latter approach, two distinct wage distributions are in-
troduced into the dataset. If wages are imputed for the whole sample, on the other
hand, there remains only one wage distribution; however, one with a considerably
lower variance. Moreover, households budget constraints become misspecified as
the imputed wage does not equal the actual wage (MaCurdy et al., 1990). Löffler,
Peichl & Siegloch (2014) state that, even though estimates are inconsistent if the
wage prediction error is ignored, this is still a common practice in the literature.
Examples include Aaberge et al. (1995), L. Flood et al. (2004) and Dagsvik et al.
(2006).
In both cases, a wage equation needs to be estimated beforehand. We use a tradi-
tional Mincerian wage equation, which is a semi-log function relating log-wages to
an individual’s age and education (Mincer, 1974). Known sources of bias include
the endogeneity of schooling, measurement error and sample selection issues (Bhatti,
2012). The researcher needs to decide whether or not to account for prediction er-
rors. Accounting for prediction errors is usually done through integrating out the
prediction error by integrating over the estimated wage distribution. Examples in-
clude Van Soest (1995), L. Flood et al. (2007) and Blundell & Shephard (2012). The
first two issues are ignored; however, we do try to account for the sample selection
issues by applying the Heckman corrected estimator presented below.
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5.2.1. Heckman Correction

Sample selection issues are very common in microeconometric applications, with
wage equations being among the most prominent examples. Such issues arise because
the years of schooling - or the level of education - correlate with the probability of
being employed. This occurs because more years of schooling are associated with
higher average wages and individuals only decide to work if the offered wage rate
is above their reservation wage rate. Therefore, individuals with fewer years of
schooling face a higher probability that the wage rate offered to them is below their
reservation wage, making them less likely to be employed in general. Heckmen’s
proposed solution is to explicitly model the participation decision.
We follow Puhani (2000) and assume the following model:

y˚1i “ x11iβ1 ` u1i (5.6a)
y˚2i “ x12iβ2 ` u2i (5.6b)

y1i “ y˚1i if y˚2i ą 0 (5.6c)
y1i “ 0 if y˚2i ď 0, (5.6d)

where 5.6a is the wage (outcome) equation we want to estimate and 5.6b is a
probit-type selection equation, describing the probability of whether the wage rate
is observed. Both y˚1i and y˚2i are unobservable but we do observe y1. Equations 5.6c
and 5.6d describe the fact that only the wage rates of individuals who are employed
can be observed. The error terms u1 and u2 are usually assumed to follow a bivariate
normal distribution:
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The correlation between the two error terms (corr pu1, u2q “ ρ) is expected to be
positive since individuals which get offered relatively low wage rates face the highest
probability that the respective wage rate is below their reservation wage.
We maximize the following likelihood function:
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This form of Heckman correction is called full-information maximum likelihood. If
the dataset is not too large, modern computers and statistical software can swiftly
maximize this likelihood. However, this was not the case when Heckman first de-
veloped the estimator. To reduce the computational burden, he proposed a two-step
procedure to estimate the likelihood given in equation 5.8. For a more detailed de-
scription of the estimator, see Amemiya (1985) or Cameron & Trivedi (2005). Since
the computational burden is not a significant concern for us, we apply the full-
information maximum likelihood estimator.
The estimator has often been criticised for collinearity problems. Stemming from
the fact that x1 and x2 are likely to include largely the same variables. Therefore,
it is crucial to make exclusion restrictions because otherwise a regression tends to
yield very unrobust results. In practice, it is often difficult to find such exclusion
restrictions, however. Because it requires variables which are strongly correlated
with y2 but not correlated with y1, in our context, we assume that the number of
children and the non-labour income influence the individual’s reservation wage but
not the offered gross wage, and can therefore be used as exclusion restrictions. While
the number of children is correlated with net wage rate, through tax deductions, for
example, it should not be correlated with the gross wage rate.
Unfortunately, it cannot be taken for granted that the amount of non-labour income
an individual receives is independent of the offered gross wage. It could very well
be correlated with factors which are in turn correlated with the wage rate, such as
education. We are not aware of the degree of collinearity and assume that it does
not significantly affect the robustness of our wage regression. Should the model be
used for policy analysis, statistical procedures which test for collinearity are highly
recommended.

5.2.2. Endogeneity Problems

According to Meghir & Phillips (2008), there exist at least three confounding factors
which obscure the effect of an exogenous change of the wage rate and therefore of
work incentives on the labour supply.
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Firstly, there is the classic reverse causality problem. It originates from the fact that
individuals who value work more are also more likely to receive higher wage rates and
work longer hours. Therefore, they are likely the ones who face the highest marginal
tax rates, at least when excluding those who receive means-tested benefits. Because
this creates a circular interaction between effort and incentives, the reverse causality
problem arises. If we look at an individual who has a low propensity to work and
has therefore invested less in human capital accumulation, we are likely to observe
few working hours and a low gross wage rate. This leads to a spurious positive
correlation between wage rates and working hours, and we might wrongly infer that
incentives have a more considerable impact than they actually do. However, if we
ignore the progressive tax system, incentives may seem to have a smaller effect than
in reality. Assume an individual with a high propensity to work, since they are more
likely to face higher marginal tax rates, they are also more likely to have lower net
wages. This causes the marginal net wage rate to be lower for individuals who work
more hours, resulting in a downward bias of wage elasticities.
Another source of selection bias stems from unemployed individuals, as they are
more likely to have a higher reservation wage. If someone is observed to work for
a low wage rate, it can be assumed that they have a relatively high preference for
working. Resulting in a spurious correlation between wages and preferences for
working.
These examples are supposed to point out the difficulties with which researchers
are confronted when estimating the effect of wage changes on the labour supply.
Moreover, the provided examples should make clear that the direction and extent of
bias are unknown to the researcher beforehand, and that any econometric procedure,
intended to deal with those problems, needs to be evaluated on a case-by-case basis.
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6. Data and Results

Now that we have sufficiently discussed the underlying model, we can move on
to the estimations themselves. First, subsection 1 presents the dataset on which
our estimations are performed. Subsequently, subsection 2 explains how the labour
supply elasticities are computed, and subsection 3 discusses the obtained results.

6.1. Data

Table 3: Descriptive Statistics

Variables Men Women

Hours Worked 35.81 32.72
Hourly Wage (US$) 19.81 18.29
Yearly Non-Labour Income (US$) 3084.56 3315.54
Age in Years 36.15 37.28
Educ1 16% 12.42%
Educ2 49.69% 46.80%
Educ3 34.31% 40.78%
Unemployed 12.53% 15.76%
Part-Time Employment 12.04% 17.55%
Full-Time Employment 75.02% 66.29%

Notes: 7080 male & 6731 female individuals

We use data from the IPUMS-CPS database, which is an integrated version of
the March Current Population Survey (CPS) collected by the US Census Bureau
(S. Flood et al., 2018). More precisely, we use the 2006 Annual Social and Eco-
nomic (ASEC) supplement to the CPS, as it includes the most detailed economic
characteristics, including hourly wage rates, total personal incomes as well as wage
and salary incomes. Although the CPS is collected each month, the ASEC supple-
ment, which includes more detailed questions regarding income, is only given to the
households in March. As mentioned above, income and payroll taxes are calculated
with the Taxsim 32 program provided by the National Bureau of Economic Research
(Feenberg & Coutts, 1993).
60 000 probability selected US households take part in the survey. The data takes
the form of a rollover panel, where households are surveyed monthly for four months,
leave the survey for eight months, return for another four months, after which they
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leave the survey indefinitely. We focus on single households; married individuals
are excluded from our estimations, therefore. Moreover, we only include individuals
aged between 25 and 64, who are neither enrolled in school, in military service nor
self-employed. The lower threshold of 25 years is chosen to minimise the importance
of intertemporal considerations. Single parents are included, with the number of
children taken into account during the estimation process. Descriptive statistics are
given in table 3.
The first four variables represent averages while the others display percentages. Men
earn higher hourly wage rates, and women receive more non-labour income. The
variables Educ1, Educ2 and Educ3 give the percentage of individuals who have as
their highest educational attainment no high school diploma, a high school diploma
or at least some college with no degree, and at least an associate degree, respectively.
As we can see in the last three rows, women are more likely to be either unemployed
or working part-time while men are more prevalent in full-time positions. This is
also reflected in the hours worked, with men working on average 35.81 hours, com-
pared to 32.72 hours observed for women.
We estimate the model separately for males and females, as labour supply is known
to be quite heterogeneous between these two population sub-groups (Blundell &
MaCurdy, 1999). The final dataset includes 13811 observations in total, of which
6731 are female-led households and 7080 male-led households. Disposable incomes
are calculated by the wage and salary income earned at each of the hour points
(jobs), minus income and payroll taxes plus any non-labour income.
The variable describing wage and salary income is a composite variable, consist-
ing of all income earned from wages and salary, from all jobs the individual held
during the considered year. Instead of traditional top-coding, the Census Bureau
uses a replacement value system for high-income earners. Normal top-coding re-
codes every observation which exceeds a certain income threshold to that threshold.
For example, if the threshold is 15 000$, every individual exceeding this amount is
reported as earning 15 000$. The replacement value system, on the other hand, as-
signs each observation, equal or exceeding the threshold, a new income value based
on their demographic attributes. Although not as pronounced as with standard
top-coding, the replacement value system still causes a downward bias in earnings
(Landefeld et al., 2008). Therefore, if the model is intended to be used for policy
analysis, appropriate weights should be applied.
As weekly working hours, we use the reported hours of work on all jobs. Alternat-
ively, the hours worked on the main job could be used. Non-labour income is defined
as the difference between the total individual income and the wage and salary in-
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come. Hourly wages are defined as the weekly wage and salary income divided by
the weekly working hours. We ignore the resulting division bias, as is usually done
in the literature.
Estimation is performed via Stata and the user-written lslogit extension (Löffler et
al., 2013). Combined, we estimate 218 different model specifications, with the num-
ber of (converged) models over the various model specifications as well as population
subgroups given by table 7 in Appendix B. We only include estimations which con-
verged within 100 iterations in Stata. Unfortunately, this is only consistently the
case when a translog utility function is assumed. To this end, we choose to restrict
our analysis to models which employ a translog utility specification. Naturally, mod-
els which include random effects take longer to converge, especially if correlation is
allowed.

6.2. Labour Supply Elasticities

With a continuous labour supply model, a labour supply function is estimated by
maximising the utility function with respect to a budget constraint. However, in the
discrete case, we do not directly estimate a labour supply function, which means
that no traditional elasticity measure can be derived. Instead, we estimate the
parameters of a utility function, with the labour supply being determined by the
estimated distribution of working hours (Creedy & Kalb, 2005). Fortunately, we
can use this distribution to construct an elasticity measure based on the expected
working hours.
First, using information about the wage rates and disposable incomes, the prob-
abilities of being at each of the discrete hour points need to be calculated for all
households in the sample. The probabilities are then used to compute the expected
labour supply. Afterwards, the gross wage of each household is raised by a cer-
tain percentage point, and the expected labour supply is calculated once more. To
receive the elasticity measure, we calculate the percentage change in the expected
labour supply and divide it by the imposed percentage change on the gross wage
rate. Because their derivation involves an increase in the individual’s gross wage
rates, these elasticities are called own-wage elasticities.
If a mixed logit model is used, it is not possible to calculate the choice probabilities
analytically. Instead, the simulated choice probabilities need to be used. Otherwise,
the procedure is identical. In more exact terms, own-wage elasticities are calculated
as follows:
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1. Calculate the expected labour supply for the initial wage rate:

Ephiq “

řN
n“1pEnphiqq

N
. (6.1)

2. Increase the wage rate by x percentage points and calculate the new expected
labour supply E˚phiq.

3. Calculate the relative change in the expected labour supply:

dEphiq “
E˚phiq

Ephiq
´ 1. (6.2)

4. The elasticity is computed by dividing the relative change by the imposed
wage increase:

ε “
dEphiq

x
. (6.3)

We calculate the uncompensated and unconditional hour elasticities, which include
both the extensive as well as the intensive margin.

6.3. Results

• Statistical fit: Before discussing the estimated elasticities, we consider the
implication of the various modelling decisions for the statistical fit. Further-
more, we compare our results to the conclusions made by Löffler et al. (2018).
We compare the statistical fit using the mean Pseudo-R2s given in Table 4.
Löffler et al. (2018) find that the statistical fit is especially dependent on the
issue of wage imputation, more specifically on whether wages are imputed for
the full sample or only for unemployed individuals. Imputing wages for the
full sample raises the statistical fit considerably in their case, while in our case,
only a small improvement can be observed. Moreover, they find that unob-
served heterogeneity has a negligible effect on the statistical fit. However, in
our case, random coefficients seem to improve the goodness of fit substantially,
especially if the coefficients for both consumption and leisure are allowed to
vary and correlate.
The choice set also has a considerable effect in our case, with the statistical fit
improving as the number of available choices increases. Observed heterogen-
eity also seems to have an impact, especially when taste shifters are interacted
with both consumption and leisure. Löffler et al. (2018) conclude that the
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specification of the systemic utility is only of secondary importance to the
goodness of fit; a conclusion our estimation results do not fully support.

• 10% Own-Wage Elasticities: Table 5 reports the mean 10% own-wage
labour supply elasticities, which are consistently very small. This is in line
with the literature, as it is commonly accepted that the uncompensated hour
elasticities of single individuals are close to zero and in some cases even neg-
ative, especially for male individuals (Blundell & MaCurdy, 1999). Indeed,
our estimations confirm that male individuals are more likely to exhibit neg-
ative elasticities. The low elasticities can partly be explained by the fact that
changing the gross wage rate has a small effect on net wages, which is due
to the large effective marginal tax rates encountered by poorer households,
in many cases even above 100 percent (Poterba, 1996). Moreover, many of
the unemployed individuals included in the sample are older than 50 years,
and retired individuals may be unlikely to enter the workforce, even if their
expected wages increase significantly. Of the 1948 unemployed individuals in
the sample, 29.83 percent are over the age of 50 while for the whole sample,
only 12.32 percent are.
Of the different choice-set alternatives we consider, the four-choice specifica-
tion results in the lowest elasticities with the remaining alternatives exhibiting
similar values. Observed heterogeneity seems to have a negligible effect on the
estimated elasticities. Imputing wages just for individuals without an observed
wage rate or for the whole sample does not significantly affect the estimated
elasticities either. Moreover, whether OLS or a Heckman corrected estimator
is used in the wage regression is also of secondary importance.
We find that unobserved heterogeneity has the largest effect on the estimated
elasticities. As Train (2009) states, this could be an indication that a con-
ditional logit model is misspecified in this case. As we discussed in chapter
3.4, the IIA assumption underlying the conditional logit model can be viewed
as a result of a well-specified model. Therefore, the relatively large discrep-
ancy between models with and without random effects could indicate a bad
model specification. However, given that our model does not include any fixed
costs of working, hour restrictions or welfare stigma, this is hardly surprising.
Therefore, it may be interesting to analyse whether this discrepancy dimin-
ishes as the model specification is improved. We consider such improvements
in chapter 7 and estimate the model again with fixed costs of work.
Aside from random coefficients, we do not find any significant impact of spe-
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cific modelling decisions on the estimated labour supply elasticities. Therefore,
we agree with the conclusion from Löffler, Peichl & Siegloch (2014) that the
specification of the systemic utility is only of secondary importance for the
elasticities.
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Table 4: Mean Pseudo-R2

(sd)

Men Women Total

Choice-Set
0, 20, 40, 50 .1326818 .1213 .1272619

(.0108639) (.0061148) (.00638)

0, 10, 20, 30, 40, 50 .1709767 .1419834 .1563134
(.0116983) (.0137572) (.0091288)

0, 10, 20, 30, 40, 50, 60 .172769 .1467805 .1599313
(.0125804) (.0115595) (.0086197)

Observed Heterogeneity
βC .13099 .11043 .12071

(.0071884) (.0065923) (.0053003)

βL .14651 .12544 .135975
(.0074559) (.0070392) (.0055446)

βC , βL .2276187 .2110419 .2193303
(.0274921) (.0292741) (.0198093)

Total .1782472 .1593158 .1687815
(.0144325) (.0152291) (.010477)

Unobserved Heterogeneity
βC .20429 .17937 .19183

(.0201578) (.0160104) (.0128499)

βL .12813 .0875222 .1088947
(.0117832) (.0067347) (.0083022)

βC , βL .21017 .18218 .196175
(.0200831) (.0158359) (.0128541)

βC , βL with Correlation .2951714 .2767286 .28595
(.0205464) (.0207927) (.014452)

Total .2172341 .1924977 .205008
(.0131829) (.0134947) (.00947)

Imputation Sample
Unemployed .1651603 .1378262 .1517137

(.0095855) (.0103081) (.0071097)

Full Sample .16215 .1428152 .1522578
(.0117951) (.010559) (.0079202)

Imputation Method
OLS .14125 .1167927 .1294529

(.0097752) (.0090698) (.0067819)

Heckman .1795603 .1547308 .1670478
(.0067819) (.0103222) (.0072084)

Notes: This table shows the mean Pseudo-R2 of the estimated models over model
specifications and population subgroups
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Table 5: Mean 10% Own-Wage Elasticities
(sd)

Men Women Total

Choice-Set
0, 20, 40, 50 .0075052 .0016492 .0047166

(.0048909) (.0007863) (.0026006)

0, 10, 20, 30, 40, 50 .0029829 .0094352 .0062462
(.0033635) (.0052305) (.0031257)

0, 10, 20, 30, 40, 50, 60 .0071424 .0078032 .0074688
(.0045784) (.0057069) (.0036267)

Observed Heterogeneity
βC -.0007498 -.0011803 -.000965

(.0002564) (.0003171) (.0002045)

βL -.0006795 -.0009257 -.0008026
(.0002126) (.0002564) (.0001645)

βC , βL -.000404 .0046413 .0028224
(.0013326) (.0029739) (.0003034)

Total -.0005766 .0014778 .0004506
(.000589) (.0013876) (.0007582)

Unobserved Heterogeneity
βC .0064219 .0059886 .0062052

(.0143768) (.010428) (.0086436)

βL .0008025 -.0004345 .0002166
(.00082829) (.0002381) (.0004622)

βC , βL .0297125 .0452518 .0374822
(.0146026) (.0208876) (.0125304)

βC , βL with Correlation .0193212 .0259103 .0226157
(.009789) (.0131011) (.0080493)

Total .0145424 .0202613 .0173691
(.0056531) (.0071713) (.0045376)

Imputation Sample
Unemployed .0035908 .006244 .004896

(.0033074) (.0042271) (.0026653)

Full Sample .0070441 .0087996 .0079423
(.0036159) (.0046376) (.0029421)

Imputation Method
OLS .0029796 .0052131 .0040569

(.0033236) (.0045786) (.0027851)

Heckman .0073374 .0086614 .008
(.0034564) (.0042135) (.002719)

Notes: This table shows the mean uncompensated labour supply elasticities over
model specifications and population subgroups.
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7. Possible Model Extensions

As we have discussed in chapter 5, there are several alternative model specifications
which we do not consider in our estimations. Regarding wage imputation, there
are many different possibilities, for example, how the wage equation is specified,
whether selection bias is accounted for, how prediction errors are treated and for
whom wages should be imputed for in the first place. In this chapter, we briefly
discuss four of those extensions. These are, the consideration and implementation
of labour market constraints, welfare bias, accounting for prediction errors in the
wage imputation process and the use of data from countries other than the US.

7.1. Labour Market Constraints

Labour supply models, discrete or continuous, often do not fit the observed labour
supply distribution very well. One weakness is the over-prediction of the number
of part-time workers. Some authors have proposed to remedy this fact by introdu-
cing labour market constraints. These constraints are intended to account for any
systematic factors, which might affect certain types of jobs that are not included in
the systematic utility specification (Aaberge et al., 2014). Such constraints include
restrictions on the availability of specific jobs, search costs or fixed costs of working
(Löffler, Peichl & Siegloch, 2014).
The literature provides several explanations for these factors. Firms may be reluct-
ant to offer part-time jobs if they incur high fixed costs when hiring new workers.
A fact that could lead to lower wages for individuals who want to work part-time.
One of the first authors to model labour market constraints in the discrete choice
context has been Van Soest (1995). The author argues that part-time jobs incur
higher search costs than full-time jobs and are therefore associated with a certain
disutility. The higher search costs are owed to a lack of availability of part-time
jobs, as firms are only offering full-time positions or are unwilling to hire individuals
who want to work part-time. Models which account for this have been shown to fit
the observed labour supply distribution much better and to predict the number of
part-time workers more accurately (Van Soest et al., 1990).
We take the approach of Van Soest (1995) and add alternative specific dummy
variables to the random utility specification given in Equation 3.1:

U˚ pCni, Lj | xnj, βnq “ U pCni, Lj | xn, βnq ` djpLjq ` vnj, (7.1)
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where
djpLjq “ 1 if hi “ 80´ Lj “ 10k, k “ 1, 2, 3

djpLjq “ 0 otherwise.
(7.2)

This method provides a simple ad hoc approach to include labour market constraints,
where the dummies reflect drawbacks of working part-time. We estimate 60 model
alternatives which include this fixed cost specification, with the mean elasticity es-
timates given in table 6. The inclusion of fixed costs lowered elasticities over all
model specifications. Especially models which account for unobserved heterogeneity
do no longer report larger elasticities; in fact, they tend to be slightly negative now
for many estimates.
Furthermore, the statistical fit has also improved significantly, and the impact of in-
cluding observed and unobserved heterogeneity on goodness of fit is less pronounced
(See table 8 in Appendix C). Combined, this supports our previous consideration
that the importance of accounting for unobserved heterogeneity decreases as the
model specification is improved. It is also in line with the literature, see Van Soest
(1995) for example, who finds that hour restrictions tend to reduce the estimated
elasticities.

7.2. Welfare Stigma

In our model, there is no distinction between different kinds of income. Every
additional dollar of disposable income provides the same utility, given a specific
consumption level, regardless of the income source. According to this assumption,
individuals who are entitled to government funds should be more than willing to
request it since it would increase their utility. However, many low-income individu-
als are observed to not take-up all the welfare benefits they are entitled to. Moffitt
(1983) finds that only 69 percent of the families eligible for the AFDC (Aid to Fam-
ilies with Dependent Children) program participated in 1970. Moreover, in the food
stamp program, only 38 percent of eligible households participated. This behaviour
has long puzzled researchers as it represents a seeming violation of the assumption
of utility maximisation.
Moffitt (1983) accounts for this behaviour by introducing the concept of welfare
stigma, which attributes a certain disutility to the receipt of welfare benefits. An-
other explanation for this behaviour could be the bureaucratic hurdle of applying
for these programs but, as Moffitt (1983) argues, this phenomenon is nearly indis-
tinguishable from stigma, and any estimates of the effect of stigma should be viewed
as including all such effects.
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Table 6: Mean 10% Own-Wage Elasticities
(With Fixed Costs Of Work)(sd)

Women Men Total

Choice-Set
0, 20, 40, 50 .0006463 -.0001306 .0002578

(.0004319) (.0004106) (.0003034)
0, 10, 20, 30, 40, 50 .0002812 .0004161 .0003487

(.0001135) (.0002509) (.0001349)
0, 10, 20, 30, 40, 50, 60 .0001565 -.0000246 .000066

(.000214) (.0002742) (.0001706)

Observed Heterogeneity
βC .0000177 -.0000167 0

(.0000122) (.000026) (.000015)
βL .0000221 -.0001818 -.0000799

(.000016) (.0002145) (.0001065)
βC , βL .0000225 .0000211 .0000218

(.0000159) (.0000122) (8.97e-06)
Total .0000207 -.0000591 -.0000192

(7.46e-06) (.0000698) (.0000354)

Unobserved Heterogeneity
βC .000622 -.000055 .0002835

(.0000389) (.0004683) (.000259)
βL .0015057 -.0001897 .000658

(.0014692) (.0002104) (.0007644)
βC , βL .0005677 -.0001289 .0002194

(.0000581) (.0005183) (.0002805)
βC , βL With Correlation -.0001515 -.0012143 -.0006829

(.0006159) (.000743) (.0004927)
Total .000636 -.000397 .0001195

(.0003834) (-.000397) (.0002518)

Notes: This table shows the mean uncompensated labour supply elasticities of all estimated

models accounting for fixed costs of work over model specifications and population subgroups

Welfare stigma can be introduced in our model by expanding the choice set and
explicitly giving the households the choice whether or not to choose benefit take-up.
Unfortunately, we do not have data on the benefit take-up of the households, which
is needed to adopt this approach. Examples of studies accounting for welfare stigma
include Blundell & Shephard (2012), L. Flood et al. (2004) and Hoynes (1996).
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7.3. Revisiting Wage Imputation

As mentioned in chapter 5, ignoring the prediction error in the wage imputation
procedure leads to inconsistent parameter estimates. Fortunately, there exist sev-
eral ways to account for potential prediction errors. Van Soest (1995) proposes to
use the estimated standard deviations of the errors of the wage equation to integ-
rate out the error terms. The assumption that the errors of the utility specification
and the wage equation are independent remains. Bargain et al. (2014) provide an
approximation of this procedure by adding one random draw to each predicted gross
wage rate.
Other studies, such as Gong & Van Soest (2002), ignore prediction errors altogether
in favour of other extensions. They estimate wages and preferences simultaneously
to allow for wage rates which differ across jobs for a given individual. This requires
either an approximation of the tax-benefit function or a set of pre-computed con-
sumption levels relating to a range of possible wage rates for each individual (Bargain
et al., 2014). Either way, consumption levels need to be computed at every iteration
of the maximum likelihood procedure. Since Taxsim v32 cannot be combined with
the lslogit estimation command, this would not be possible in our case. Further-
more, we are not aware of any studies accounting for sample selection issues while
simultaneously allowing wages to differ across jobs for a given individual. Because of
those considerations, the two-step approach remains widely applied in the literature.

7.4. Differences Between Countries

Any conclusion we might draw can only be stated with respect to the US labour
market. So the question arises, how elasticities estimated on data from countries
other than the US might differ. In one of the largest meta-studies on the topic,
Bargain et al. (2014) compare labour supply elasticities of the US with those from
17 European countries. After accounting for differences in the datasets, they find
surprisingly little heterogeneity in the estimated elasticities. Surprising, in the sense
that the differences in labour market regulations and tax-benefit systems have little
influence on the size of labour supply responses. However, Bargain et al. (2014)
state that there is a clear correlation between lower participation rates and higher
elasticities. Countries with relatively low participation rates, such as Spain and
Greece, also demonstrate lower wages in general. The higher elasticities persist even
if average values are considered, underlining the impact of heterogeneous preferences.
Therefore, the authors state that most of the variation in estimated elasticities is due
to different preferences and not because of differences regarding the labour market.
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8. Conclusion

In recent decades, discrete choice models have emerged as the dominant approach for
modelling the labour supply. Compared to other approaches, they offer a relatively
straightforward way to account for non-linear budget constraints, as well as a more
realistic representation of the labour supply distribution. Since they only require
knowledge of utility levels for a small number of hour points, they circumvent many
of the more cumbersome computation procedures necessary for the estimation of
continuous models. Their flexibility allows for a wide variety of different modelling
specifications which have been applied in countless combinations in the literature
(Bargain et al., 2014). But there has been little research on how the various model-
ling decisions drive the results and simulated elasticities. Which is where this thesis
intended to make a contribution.
Our estimated uncompensated labour supply elasticities for single households range
from -0.001 to 0.05, with the labour supply responses tending to be higher for wo-
men than for men. To a large extent, evaluating the various model specifications
has boiled down into a comparison between conditional and mixed logit, where the
more flexible assumptions of mixed logit allow for more complex substitution pat-
terns and unbiased estimation in the presence of unobserved heterogeneity (Haan,
2003).
However, this should not downplay the importance of other modelling decisions.
Even though, accounting for unobserved heterogeneity resulted in the highest im-
pact on elasticities, the impact lessened once fixed costs of work were introduced.
We have argued that this could be attributed to the expected correlation between
the influence of unobserved heterogeneity and the the quality of the model specific-
ation. Because labour market constraints have been shown to improve the model
specification, they could diminish the importance of allowing for unobserved het-
erogeneity (Aaberge et al., 2009). Concerning the underlying wage distribution, we
did not encounter significant differences in the estimated elasticities. Overall, even
though the ability of the model to explain the observed hour distribution varies
substantially, the estimated wage elasticities appear to be fairly robust in the face
of changes to the model specification.
Regarding the microeconometric side of labour supply models, there remain many
areas future research could focus on. Aaberge et al. (2009) state four areas in par-
ticular:

1. Dynamic models evaluating intertemporal considerations and decisions under
uncertainty;
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2. Analysing labour supply decisions aside from hours of work such as education
and the sector of occupation;

3. Modelling intra-household allocation;

4. Developing standardized procedures for internal and external validation of
structural models.

As mentioned in the introduction, the goal of this thesis is not to identify the true
values of labour supply elasticities. It is merely to show that model specifications
should be subject to careful theoretical and empirical considerations, especially if
the model is intended for policy analysis.
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A. Newton-Raphson Algorithm

There exist several numerical maximization procedures which can be used to max-
imize the log-likelihood function. One of the most popular of these approaches is the
so-called Newton-Raphson Algorithm. We follow the treatment presented in Train
(2009, Chapter 8).
Remember that the goal of the maximum likelihood method is to find the value of
β, which maximizes the log-likelihood function. In Figure 1 this value is denoted
as β̂. Because the likelihood is a probability, it is necessarily between 0 and 1, and
since the log in this range is negative, the log-likelihood function is always negative.
If the starting point is denoted as βt, the solution is found by "walking up" the
log-likelihood function until it is maximized. But which value of βt`1 should follow
βt in order to reach the solution as efficiently as possible?

Figure 1: Maximum Likelihood Estimate (Train, 2009, p. 186)

To answer this question, we need the gradient and the hessian of the log-likelihood
function. The gradient is given by the vector of first derivatives:

gt “

ˆ

BlogLpβq
Bβ

˙

βt

, (A.1)

while the hessian is given by the matrix containing the second derivatives:

Ht “

ˆ

Bgt
Bβ1

˙

βt

“

ˆ

B2 logLpβq
BβBβ1

˙

βt

. (A.2)

Next, we can construct a second-order Taylor series approximation of logLpβt`1q

around logLpβtq:
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logL pβt`1q “ logL pβtq ` pβt`1 ´ βtq
1 gt `

1
2 pβt`1 ´ βtq

1Ht pβt`1 ´ βtq . (A.3)

The value of βt`1 which maximizes equation A.3 is found by taking the first deriv-
ative with respect to βt`1 and setting it equal to zero:

B logL pβt`1q

Bβt`1
“ gt `Ht pβt`1 ´ βtq “ 0

Ht pβt`1 ´ βtq “ ´gt

βt`1 ´ βt “ ´H
´1
t gt

βt`1 “ βt `
`

´H´1
t

˘

gt.

(A.4)

The gradient gt gives the slope of the log-likelihood function and the hessian Ht

the curvature, which is negative in our case because the log-likelihood function
is concave. Equation A.4 implies that the step from βt to βt`1 should equal the
gradient divided by the positive curvature. This implies that the gradient tells us
about the direction βt`1 needs to move to, while the hessian provides information
about how far it should move. Intuitively, if we look at Figure 1, it makes sense
that the closer βt is to β̂, the smaller the step from one iteration to the next should
be. The curvature becomes greater as we approach the maximum and dividing the
gradient by a larger term results in a smaller step.
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B. Additional Tables

Table 7: Number of Estimated Model Combinations

Men Women Total

Choice-Set
4 22 22 44
6 45 45 90
7 42 42 84

Observed Heterogeneity
βC 10 10 20
βL 10 10 20
βC , βL 12 12 34
Total 37 37 74

Unobserved Heterogeneity
βC 10 10 20
βL 10 10 20
βC , βL 10 10 20
βC , βL with Correlation 16 17 33
Total 46 47 93

Imputation Sample
Unemployed 65 65 130
Full Sample 44 44 88

Imputation Method
OLS 44 44 88
Heckman 65 65 130

Total 108 108 218
Notes: This table lists the number of converged models over the various

model specifications as well as population subgroups.
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Table 8: Mean Pseudo-R2

(With Fixed Costs Of Work)(sd)

Women Men Total

Choice-Set
0, 20, 40, 50 .23581 .20318 .219495

(.0093589) (.0098268) (.0075911)

0, 10, 20, 30, 40, 50 .34389 .28932 .316605
(.0076018) (.0079046) (.008226)

0, 10, 20, 30, 40, 50, 60 .39146 .34985 .370655
(.0072173) (.0070316) (.0068431)

Observed Heterogeneity
βC .3302667 .2905667 .3104167

(.0457887) (.0414532) (.0290138)

βL .3457 .3091667 .3274333
(.0439068) (.0396186) (.0276807)

βC , βL .3469 .3097333 .3283167
(.0438112) (.0396388) (.0276984)

Total .3409556 .3031556 .3220556
(.0224163) (.0203678) (.0153901)

Unobserved Heterogeneity
βC .3291667 .2824333 .3058

(.04526) (.0421136) (.0295568)

βL .3223667 .2773 .2998
(.0464024) (.0428669) (.029995)

βC , βL .3292 .2824 .3058167
(.0452283) (.04211) (.0295497)

βC , βL with Correlation .33253 .287 .30977
(.04478) (.04277) (.02951)

Total .3283167 .2823 ..3053
(.0194) (.01814) (.01385)

Notes: This table shows the uncompensated labour supply elasticities of all
estimated models accounting for fixed costs of work.
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